The Edition Production Technology (EPT) and the ARCHway and Electronic Boethius Projects

Kevin Kiernan (kiernan@uky.edu)
University of Kentucky, English

Dorothy Porter (dporter@uky.edu)
University of Kentucky, Research in Computing for Humanities

Alex Dekhtyar (dekhtyar@cs.uky.edu)
University of Kentucky, Computer Science

Ionut Emil Iacob (ionut@ms.uky.edu)
University of Kentucky, Computer Science

Jerzy W. Jaromczyk (jurek@cs.uky.edu)
University of Kentucky, Computer Science

Neil Moore (neil@s-z.org)
University of Kentucky, Computer Science

Session Statement

This session is based on the collaborative research and interdisciplinary education that have gone into the development of a generic Edition Production Technology (EPT) for building image-based electronic editions of damaged Old English manuscripts and, by extension, any representation of digitized cultural materials for contemporary users.

The concept of an effective, modular, extensible, Edition Production Toolkit (EPT) arose from the difficulties encountered while producing an electronic edition of the Beowulf manuscript. To solve these problems for the Electronic Boethius project, we set out to create a modular Java and XML software framework, including an edition production management system, a native XML database, graphical user interfaces, and a suite of editorial tools, customized to the needs of textual scholars in the humanities. The goal was to allow for the efficient assembly of complex scholarly editions from high-resolution digital facsimiles and XML-encoded texts, apparatus and ancillary materials. While our general approach was sound and the Electronic Boethius project in a few months developed a suite of Java editorial tools operating under an XML framework, and successfully used these tools to begin the edition, the extensible development of the Electronic Boethius toolkit was hampered by the lack of computer science expertise in software engineering.

We were accordingly fortunate to attract computer scientists to join in the ARCHway Project, which deeply involved them and their students in an interdisciplinary effort to create an overarching technology for image-based electronic editions. Guided by the Eclipse programming environment, ARCHway has established an infrastructure for collaborative research and teaching between computer science and the humanities. Our interdisciplinary teams, working together at each stage, have designed formal methodologies for collaborative teaching and research, based on practical goals. Eclipse, our chosen programming environment, maintains an open-standards architecture with modular, extensible, interoperable components to coordinate research and development of novel methods, tools, and associated technologies in a teaching and learning environment involving undergraduate and graduate students. EPT has guided the definition and coordination of well-encapsulated collaborative student projects from semester to semester in specified research projects related to documenting, editing, storing, accessing, and searching image-based electronic editions.

The complementary projects allowed our research teams to pursue these shared goals from both a specific and practical standpoint, with the Electronic Boethius and the Electronic Beowulf projects, to a more general and theoretical standpoint, with the ARCHway Project. In the following papers, we first present how specific problems of preparing an electronic edition from damaged Old English manuscripts help to define the range of tools required in the EPT; we then show how the computer scientists designed and implemented an EPT with specific components crucial to image-based, document-centric editing; and finally, we present the EPT’s architecture, centering on the utilities that constitute its underlying infrastructure.

Using EPT to Build an Image-Based Electronic Edition of Alfred's Boethius

Kevin Kiernan and Dorothy Carr Porter

EPT is well suited to build an Image-Based Electronic Edition (IBEE) of Alfred the Great’s Old English version of Boethius’s Consolation of Philosophy. There are two surviving Old English manuscripts of this text, but they present the text in very different ways. The first, the tenth-century BL MS Cotton Otho A. vi, is the only prose and verse translation. The other complete manuscript is a later, twelfth-century, entirely prose version in Oxford, Bodleian Library MS, Bodley 180. There is also an indispensable, post-medieval source, however, in a seventeenth-century transcript and collation of the two
manuscripts by Francis Junius, an edition in the making now preserved in Oxford, Bodleian Library MS, Junius 12. In 1731
the earlier Cottonian MS was badly burned in the terrible Cotton
Library fire, but ultraviolet discloses much of the seemingly
lost text and Junius’s transcripts and collations preserve most
of the rest, while Bodley 180 provides critical variants. No
modern editions have taken full advantage of these rich and
diverse materials, and the two “standard” editions, supposedly
based on Otho A. vi, respectively present a prose edition,
stripped of the verse, and a verse edition, stripped of the prose.
To provide a base text for XML encoding, the editor compiled
a reconstructed version of Otho A. vi by reinserting the verse
sections where they belong. At this point it is ready for EPT.

The purpose of an image-based edition is to reveal as openly
and fully as possible the primary sources underlying the modern
edition. Traditional print editions tend to conceal these sources
by radically reformatting their structures, by providing modern
punctuation, by underplaying their damaged states, by erasing
their scribal peculiarities and semantic cruces through printed
emendations and conjectural restorations, and by generally
relegating the complex evidence the manuscripts hold to concise,
uncomplicated, textual notes. An image-based edition makes
these concessions, as well, to render an alien text accessible to
today’s readers, but it also provides ready access to the ultimate
sources by linking, for example, all textual notes to the
manuscript context.

In this presentation we will illustrate how the EPT provides
the means for describing the manuscript using XML markup, and
relating the folio and areas of the folio to the text that resides
on that folio. The EPT enables us to associate images and
sections of images with the relevant markup (folios with folio
markup, damaged areas with damage markup, letters with
markup describing the letter form, etc.), while at the same time
associating text with whole or portions of single images, or
multiple images of the same folio taken under different lighting
conditions (daylight, ultraviolet, fiberoptic).

By providing support for pervasive, complex, image-based
encoding, the EPT inevitably exacerbates the problem of
overlapping markup. Iacob and Dekhtyar address the EPT’s
approach to this problem in greater detail in this session; here
it is enough to say that the EPT does support overlapping
markup using multiple DTDs, and that if the DTDs are
well-designed the humanities scholar need not worry about the
semantics of XML markup, and can concentrate instead on the
main tasks of editing, such as the semantics of an Old English
text.

The EPT includes three fundamental tools for image-based
encoding. The ImagText tool, working in cooperation with
xMarkup and xTagger tools, supports general image-based
encoding, allowing the editor to tag any element defined in the
DTDs. xMarkup reads the DTDs and automatically creates
templates that the editor configures, assigning meaningful or
otherwise convenient aliases for elements, attributes, and
attribute values, and arranging the elements into logical editorial
groups, such as Start Edition, Condition, Codicology,
Paleography, Restoration, with all their subsets of tags, which
will very likely differ from the organization of the DTDs.
Through ImagText, the editor views images side-by-side with
the corresponding text (viewed through xTagger), and describes
them with reference to one another using the templates provided
by xMarkup. Otho A. vi has suffered severe damage, both from
fire and from later preservation attempts. Thus, much of the
tagging relates to manuscript condition, highlighting where the
manuscript is damaged and linking it with the transcript or
edition. This information ensures that the final edition will show
clearly what text in the edition comes directly from the
manuscript, what text is slightly damaged, and what text is
damaged to the point of illegibility and thus either copied from
another manuscript or otherwise restored by the editor.

The OverLay allows the editor to encode the text in reference
to multiple images of the same folio. Images taken under special
conditions, such as ultraviolet fluorescence, often provide clearer
textual evidence than those digitized in natural light. Through
OverLay an editor can examine minute differences between
digital images, laying one image on top of another, selecting a
section of the image, and using a slider to change the
transparency of the top layer, moving between them. The editor
can save the combined images created by OverLay and open
them in ImagText, marking them up there as they would any
other image.

The DucType is an example of a markup template that has been
configured to deal with the specific encoding problem of
describing letter forms. Paleography, the study of handwritten
texts, is central to the scholarship of medieval manuscripts.
Description of letterforms and the style of individual scribes
have traditionally been limited to general descriptions in manuscript catalog entries, or in introductions to manuscript facsimiles. Using XML, we are now able to incorporate paleographical description into the edition content character-by-character, providing individual letters with their own descriptions. This advanced markup will enable users of the finished edition to search for letters based on specific characteristics.

Specialized templates require specialized configuration. The editor configures the Letter template using the Letter Template tool, through which he assigns meaningful aliases to element and attribute names, adding attribute values as he discovers new letterforms in the manuscript. The Letter Template tool also enables the editor to clip and save sample letters, which the editor can reference later, comparing them to other letterforms in the manuscript.

Although the EPT enables the editor to practice image-based electronic editing, it is the DTDs that provide the underlying structure for describing the manuscript. We design our DTDs as extensions of TEI, defining some new elements and adding new attributes to existing TEI elements. We will illustrate how we are using TEI for image-based encoding, and how our extensions allow for a more complete manuscript description than TEI alone. We will discuss how we adapt TEI elements for image based encoding, and we will also describe our new attributes, which assist the EPT in supporting links between text and image. We will also introduce some new elements, including <offsettext>, which marks the text on the facing page corresponding to the offset. The <offset> and offsettext> regions can then be compared using OverLay. We will also discuss our markup for paleographical description and the restoration of text visible under special lighting, not visible under regular lighting.

The Electronic Boethius Project is funded by a Collaborative Research Award from the National Endowment for the Humanities and the Andrew W. Mellon Foundation, and is sponsored by The British Library and the Bodleian Library, Oxford, who are providing digital images of the relevant documents. We are working in collaboration with the complementary print-based Alfredian Boethius project at Oxford, directed by Malcolm Godden.

Bibliography

Primary Sources

British Library MS Cotton Otho A. vi.

Oxford Bodleian Library MS Bodley 180.

Oxford Bodleian Library MS Junius 12.

Editions


Secondary Sources


Sperberg-McQueen, C.M., and Lou Burnard, eds. Guidelines for Electronic Text Encoding and Interchange; XML-compatible edition. Chicago and Oxford: TEI P4, 2001. XML conversion file from validating, and often an editor will have to choose between encoding different aspects of the manuscript text or risk overlapping markup (for example, the physical organization of a folio – the lines as they appear on the page – may conflict with the sentence structure of the text). Things become more complicated when images are involved. The editor has to keep track of images and record relationships between text and image, not just relating entire folios to the text on that folio, but identifying corresponding regions of text and image. The unfortunate result of this process is that as the complexity of the encoding increases, the editor must concentrate on the syntax of encoding rather than on the details of the text of the manuscript or edition. Our goal was to design tools that allow the editor to concentrate on the act of editing, rather than focus on issues of XML syntax and validity.

As James Clark points out, there are two main classes of XML editors: text editors and structural editors. The key difference between these two kinds of editors is the way markup is
introduced. Structural editors focus on data-centric encoding, and the editing process begins with markup. The human editor adds content to an encoding template, in a manner similar to entering items in a database. This is in contrast to text editors, which focus on document-centric editing and begin with the textual content (PCDATA). The editor inserts markup into (or deletes it from) the content one tag at a time. The text editor approach is much preferable for humanities editing in general and image-based encoding specifically, as it gives the human editor control over exactly what markup is entered where in the text. This control is important for image-based editing, as it facilitates the recording of image-text relationships by allowing the human editor to select specific sections of text and, with the right software support, relate that text to the corresponding sections of image. Another issue that arises in document-centric encoding is that the XML document may not be valid during the editing process: the order in which the editor introduces the markup in the text may depend not on the requirements of the DTD, but rather on the modus operandi of the human editor (which in turn depends on the semantics of the features to be encoded).

Thus, an image-based XML editor has to have the following features:

- Hide the XML syntax if requested. The focus of the human editor should be on text semantics and how images and text are connected. Instead of displaying the complete XML, show where markup exists by highlighting the relevant text in the display. The editor may at times wish to examine the XML encoding. In that case, the XML editor should provide a system for filtering out unwanted markup, showing only those elements that the editor wishes to see.
- Allow text markup by enabling the editor to select the range of content to be marked up and the tag (and attribute values) to be inserted. Among tag attributes, at least one is dedicated to link text and corresponding image or image region.
- Provide support for the editor to connect the markup with the corresponding manuscript image and a specific region in the image. While the editor selects the related areas, the information for mapping the image to the text should be saved automatically by the software — the editor should not have to concern himself with creating image maps or noting image coordinates.
- Assure document well-formedness and provide support for (partial) validation in such a way that it is transparent to the human editor. Imposing validity constraints for update operations might be too prohibitive in text encoding applications: not every update operation (or a set of consecutive update operations) yields a valid document. The software takes further update decisions based on the current status of a document. At the same time, it is important to be able to verify at each moment of time that the current XML fragment is 'on track', i.e., that the human editor has not committed any structural error while introducing the markup (in which case markup deletion is required). We call this potential validation and we designed and implemented an algorithm for checking potential validity of document-centric XML documents.
- Provide support for searching for both text and structure, and for searching the encoding of image features described in the XML markup. There are three main types of searches that the editor can perform in an IBEE. First, the text search, through which the editor can search for a string of characters in the edition content. Second the structural search – this information describes how various text and image features are interrelated (words in certain lines or sentences, holes on the folio in the middle of sentences, etc.). And finally, image feature searches. Given a specified region on the image, the software will find all encoded features related to that region or, conversely, will find all image regions corresponding to a given text range or descriptor (for example, find all image regions with corresponding damage markup).

The architecture of our image-based XML editor is presented in Figure 2.

In this paper, we will describe how we designed and built the EPT and its individual components to incorporate those elements that we found most important for image-based, document-centric editing.

**Bibliography**


Brown, Michael S., W. Brent Seales, Kevin Kiernan, and James Griffioen. "3D Acquisition and Restoration of Medieval


The ARCHway Software Infrastructure: a platform and utilities for building electronic editions

Jerzy W. Jaromczyk and Neil Moore

In this paper we will discuss the implementation of EPT's architecture, specifically focusing on those utilities that form its underlying skeleton or infrastructure. These utilities support the consistent management of diverse sources of data while providing an extensible framework for building and organizing the editorial tools discussed in the previous papers.

The EPT's architecture is based on the plugin, an encapsulated and independent software unit that “plugs into” a larger whole, extending its functionality. An editorial workbench built from many individual tools gives the editor the freedom to pick and choose tools for the tasks at hand. We selected *Eclipse* as the platform for both the development and deployment of the EPT because it seemed it would well support such a free and configurable approach to the design of the editorial workbench. In this presentation we will briefly describe the *Eclipse* platform and the functionality and implementation of a selection of EPT plugins that provide the infrastructure for accessing data, organizing and annotating resources and defining different models for electronic editions.

Eclipse is an open-source platform designed to serve as an extensible integrated development environment (*Eclipse Platform Technical Overview*). Originally developed by IBM, *Eclipse* is now maintained by the Eclipse Foundation and an extensive user’s community. Although initially intended for software development, *Eclipse*’s open-ended plugin-based architecture allows users to extend it to support an unlimited variety of other tasks including software deployment.

The organization of *Eclipse* is a collection of plugins: loosely-coupled software components, often developed independently of one another, which communicate with each other and with which users can interact using well-defined interfaces. Much like the more familiar web browser plugins (such as the Macromedia Flash plugin, Sun’s Java plugin, and Adobe’s Acrobat Reader plugin), EPT plugins 'hook into' so-called extension points defined elsewhere in the application, extending and enhancing the application’s existing functionality as well as adding completely new features. However, *Eclipse* differs notably from most other extensible software. Most significantly, the platform itself is built from scores of plugins which themselves extend other plugins and provide additional extension points; almost everything in *Eclipse* is a plugin. This may be contrasted with, for example, web browsers, where plugins extend an underlying monolithic software system and rarely interact with one another.

The extensibility of the plugin architecture will be a tremendous benefit to the users of the EPT. Humanities researchers have various needs and editorial styles; with a plugin system, they can create a personal editing workbench containing only the tools they need, without losing the advantages of a coherent interface and uniform access to data. Furthermore, scholars with specific needs unforeseen by the EPT developers may collaborate with programmers to develop their own editing tools or modify existing ones. The EPT’s plugin architecture allows users to develop new tools separately from and independent of the EPT and then plug them into the EPT extension points, providing a seamlessly integrated experience. In effect, such plugins become an integral part of a customized version of EPT, on equal footing with the many tools that make up the EPT proper.

The EPT organizes its plugins in a series of layers, with each layer building upon, using, and extending the layers below. We
will discuss three of these layers in our presentation. The bottommost layer is called the Data Layer. The plugins making up the Data Layer provide a consistent set of operations for managing, reading, and storing various types of edition data files such as images, configuration files, textual transcripts, marked-up edition documents, and XML document type declarations (DTDs). The Data Layer provides a single interface for accessing all data, regardless of where that data is stored — in the local file system, a database (see Dekhtyar et al.), or a remote site. Plugins called data source drivers extend the Data Layer by providing functionality to access resources through different means. Currently the EPT contains two data source drivers, one for accessing files located within the file system of the computer running the EPT, and one for accessing files stored on a remote web server, using the HTTP protocol for the World Wide Web. The flexibility of the Data Layer framework allows the user to implement a wide variety of data source drivers; users could build drivers that transparently compress or encrypt data, drivers to maintain data in a relational database, and many others.

On top of the Data Layer sits the Project Explorer, which provides a higher-level view of the resources comprising an electronic edition project. Project Explorer provides a user interface for viewing and managing the logical structure — the model — of a project (as opposed to its physical structure, as an edition project may take its components from several different data repositories). Project Explorer provides a rich set of extension points so that other plugins may contribute resources to the Explorer view. Such contributions provide various actions (e.g., launch a tool, display an image, etc.), which operate on the model, and on the resources themselves.

The Resource Registry, built atop the Data Layer and Project Explorer, enables the user to organize, categorize, and manage collections of similar resources. For example, one collection might contain all the manuscript images comprising the electronic edition. Each collection has a schema, a list of attributes applicable to all resources in the collection. The editor defines collections and their schemas in the Resource Registry, and then adds resources to those collections, describing them by specifying the attribute values for each resource. For example, the schema for manuscript images might contain attributes describing the folio name (038v, for example); the image format (JPEG, GIF, TIFF, etc.); the type of lighting used when digitizing the image (e.g., overhead white light, ultraviolet light, or fiber-optic backlight); the provenance of the image files; and so forth. The Resource Registry contributes items to the Project Explorer, arranging the resources by a user-defined ordering of their attributes. Other plugins can issue queries to the Resource Registry asking for resources with certain attributes, for example all the ultraviolet manuscript images which are in the JPEG format.

The utilities described above form part of the infrastructure for the EPT. They provide a workbench within which a user can arrange various specialized tools, such as ones described in the other papers in this session, in convenient combinations capable of solving complex tasks in the production and presentation of image-based electronic editions.

Bibliography


